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This guide shows how to work with LVM (Logical Volume Management) on Linux. It also describes how to use LVM together with RAID1 in an extra
chapter. AsLVM isarather abstract topic, this article comes with a Debian Etch VMware image that you can download and start, and on that Debian Etch
system you can run all the commands | execute here and compare your results with mine. Through this practical approach you should get used to LVM very
fast.

However, | do not issue any guarantee that this tutorial will work for you!

1 Preliminary Note

This tutorial was inspired by two articles| read:

- http://www.linuxdevcenter .com/pub/a/linux/2006/04/27/managing-disk-space-with-lvm.html
- http://www.debian-administration.or g/articles/410

These are great articles, but hard to understand if you've never worked with LVM before. That'swhy | have created this Debian Etch VMwar e image that
you can download and run in VMware Server or VMware Player (see http://www.howtofor ge.com/import_vmware_imagesto learn how to do that).

| installed all tools we need during the course of this guide on the Debian Etch system (by running

apt-get install |vnR2 dnsetup ndadm rei serfsprogs xfsprogs
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) so you don't need to worry about that.

The Debian Etch system's network is configured through DHCP, so you don't have to worry about conflicting IP addresses. The root password is
howt of or ge. You can also connect to that system with an SSH client like PUTTY . To find out the |P address of the Debian Etch system, run

ifconfig

The system has six SCS| hard disks, / dev/ sda - / dev/ sdf . / dev/ sda isused for the Debian Etch system itself, while we will use/ dev/ sdb -/ dev/ sdf for
LVM and RAID. / dev/ sdb - / dev/ sdf each have 80GB of disk space. In the beginning we will act asif each has only 25GB of disk space (thus using only
25GB on each of them), and in the course of the tutorial we will "replace” our 25GB hard disks with 80GB hard disks, thus demonstrating how you can
replace small hard disks with bigger onesin LVM.

The article http://www.linuxdevcenter .com/pub/a/linux/2006/04/27/managing-disk-space-with-lvm.html uses hard disks of 250GB and 800GB, but

some commands such as pviove take along time with such hard disk sizes, that's why | decided to use hard disks of 25GB and 80GB (that's enough to
understand how LVM works).

1.1 Summary

Download this Debian Etch VMwar e image (~310MB) and start it like this. Log in as root with the password howt of or ge.

2LVM Layout

Basically LVM looks like this:
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Logical Volume(s) /devifileserver/share /devifileserver/backup /devffileserver/media unused
Volume Group(s) fileserver

Physical Volume(s) /dev/sdb1 /dev/sdc1 /dev/sdd1 /dev/sde1

Y ou have one or more physical volumes (/ dev/ sdb1 -/ dev/ sdel in our example), and on these physical volumes you create one or more volume groups
(eg.fileserver), and in each volume group you can create one or more logical volumes. If you use multiple physical volumes, each logical volume can
be bigger than one of the underlying physical volumes (but of course the sum of the logical volumes cannot exceed the total space offered by the physical
volumes).

It isagood practice to not allocate the full space to logical volumes, but leave some space unused. That way you can enlarge one or more logical volumes
later on if you feel the need for it.

In this example we will create avolume group called f i | eser ver, and we will also create the logical volumes/ dev/ fi | eserver/share,

/ dev/fileserver/backup,and/dev/fil eserver/nedia (which will useonly half of the space offered by our physical volumesfor now - that way we
can switch to RAID1 later on (also described in thistutorial)).

3 Our First LVM Setup
Let's find out about our hard disks:

fdisk -1

The output looks like this:
serverl: ~# fdisk -
Di sk /dev/sda: 21.4 GB, 21474836480 bytes

255 heads, 63 sectors/track, 2610 cylinders
Units = cylinders of 16065 * 512 = 8225280 hytes
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Devi ce Boot Start End Bl ocks Id System
/dev/sdal * 1 18 144553+ 83 Li nux
/ dev/ sda2 19 2450 19535040 83 Linux
/ dev/ sda4 2451 2610 1285200 82 Linux swap / Solaris

Di sk /dev/sdb: 85.8 GB, 85899345920 bytes
255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 hytes

Di sk /dev/sdb doesn't contain a valid partition table
Di sk /dev/sdc: 85.8 GB, 85899345920 bytes

255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 bytes

Di sk /dev/sdc doesn't contain a valid partition table
Di sk /dev/sdd: 85.8 GB, 85899345920 bytes

255 heads, 63 sectors/track, 10443 cylinders

Units = cylinders of 16065 * 512 = 8225280 bytes

Di sk /dev/sdd doesn't contain a valid partition table
Di sk /dev/sde: 85.8 GB, 85899345920 bytes

255 heads, 63 sectors/track, 10443 cylinders

Units = cylinders of 16065 * 512 = 8225280 hytes

Di sk /dev/sde doesn't contain a valid partition table
Di sk /dev/sdf: 85.8 GB, 85899345920 bytes

255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 bytes
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Di sk /dev/sdf doesn't contain a valid partition table

http: //mww.howtofor ge.conv

There are no partitionsyet on/ dev/ sdb - / dev/ sdf . We will create the partitions/ dev/ sdbl, / dev/ sdc1, / dev/ sddl, and/ dev/ sdel and leave/ dev/ sdf
untouched for now. We act asif our hard disks had only 25GB of space instead of 80GB for now, therefore we assign 25GB to/ dev/ sdbl, / dev/ sdc1,

/ dev/ sdd1, and/ dev/ sdel:

fdi sk /dev/sdb

serverl: ~# fdi sk /dev/sdb

The nunber of cylinders for this disk is set to 10443.

There is nothing wong with that, but this is |larger than 1024,

and could in certain setups cause problens with:

1) software that runs at boot tine (e.g., old versions of LILO

2) booting and partitioning software from ot her OSs
(e.g., DOS FDI SK, OS/2 FDI SK)

Command (m for hel p):

Command action

toggl e a bootable flag

edit bsd di skl abel

toggle the dos conpatibility flag
delete a partition

list known partition types

print this nmenu

add a new partition

create a new enpty DOCS partition table
print the partition table

quit wthout saving changes
create a new enpty Sun di skl abel
change a partition's systemid

- W O T O S5 3 T 9 o0 oTw
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change display/entry units

verify the partition table

wite table to disk and exit
extra functionality (experts only)

X £ < c

Command (m for hel p):
Command action
e ext ended
p primary partition (1-4)

Partition number (1-4):

First cylinder (1-10443, default 1):

Using default value 1

Last cylinder or +size or +sizeMor +sizeK (1-10443, default 10443):

Command (m for hel p):
Selected partition 1
Hex code (type L to list codes):

0 Enpty le Hidden W5 FAT1 80 dd Mnix be Solaris boot

1 FAT12 24 NEC DOSs 81 Mnix / old Lin bf Solaris

2 XEN X root 39 Plan 9 82 Linux swap / So cl DRDOS/sec (FAT-
3 XEN X usr 3c PartitionMagic 83 Linux c4 DRDOs/ sec (FAT-
4 FAT16 <32M 40 Veni x 80286 84 OS/2 hidden C. c¢6 DRDOS/ sec (FAT-
5 Extended 41 PPC PReP Boot 85 Linux extended c7 Syrinx

6 FAT16 42 SFS 86 NTFS volunme set da Non-FS data

7 HPFS/ NTFS 4d  Q\NX4. x 87 NTFS volunme set db CP/M/ CTCS /

8 AX 4e Q\X4.x 2nd part 88 Linux plaintext de Dell Wility

9 Al X bootabl e 4f Q\X4.x 3rd part 8e Linux LVM df Bootlt

a 0S/2 Boot Manag 50 OnTrack DM 93 Anmpeba el DOS access

b W5 FAT32 51 OnTrack DM6 Aux 94 Anpeba BBT e3 DOS RO

c VO5 FAT32 (LBA) 52 CP/'M 9f BSD/ICS e4 SpeedStor

e W95 FAT16 (LBA) 53 OnTrack DM6 Aux a0 |BM Thinkpad hi eb BeGsS fs
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f W85 Ext'd (LBA) 54 OnTrackDVs a5 FreeBSD ee EFI GPT

10 OPUS 55 EZ-Drive a6 (OpenBSD ef EFI (FAT-12/16/
11 Hi dden FAT12 56 Gol den Bow a7 NeXTSTEP fO Linux/PA-RISC b
12 Conpaq diagnost 5c¢ Priam Edi sk a8 Darwin UFS f1 SpeedStor

14 Hidden FAT16 <3 61 SpeedStor a9 NetBSD f4 SpeedStor

16 Hi dden FAT16 63 GNU HURD or Sys ab Darwi n boot f2 DOS secondary
17 Hi dden HPFS/ NTF 64 Novell Netware b7 BSD fs fd Linux raid auto
18 AST SmartSleep 65 Novell Netware b8 BSDI swap fe LANstep

1b H dden WB5 FAT3 70 DiskSecure Mult bb Boot Wzard hid ff BBT
lc Hi dden WB5 FAT3 75 PC1X

Hex code (type L to list codes):

Changed systemtype of partition 1 to 8e (Linux LVM

Command (m for hel p):
The partition table has been altered!

Calling ioctl() to re-read partition table.

Synci ng di sks.

Now we do the same for the hard disks/ dev/ sdc -/ dev/ sde:
fdi sk /dev/sdc
fdi sk /dev/sdd

fdi sk /dev/sde

Then run

fdisk -l
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again. The output should look like this:
serverl: ~# fdisk -

Di sk /dev/sda: 21.4 GB, 21474836480 bytes

255 heads, 63 sectors/track, 2610 cylinders
Units = cylinders of 16065 * 512 = 8225280 hytes

Devi ce Boot Start End Bl ocks
/ dev/ sdal * 1 18 144553+
/ dev/ sda2 19 2450 19535040
/ dev/ sda4 2451 2610 1285200

Di sk /dev/sdb: 85.8 GB, 85899345920 bytes
255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 bytes

Devi ce Boot Start End Bl ocks
/ dev/ sdbl 1 3040 24418768+

Di sk /dev/sdc: 85.8 GB, 85899345920 bytes
255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 hytes

Devi ce Boot Start End Bl ocks
/ dev/ sdc1l 1 3040 24418768+

Di sk /dev/sdd: 85.8 GB, 85899345920 bytes
255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 bytes

Devi ce Boot Start End Bl ocks
/ dev/ sdd1 1 3040 24418768+

Copyright © 2007 All Rights Reserved.
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Di sk /dev/sde: 85.8 B, 85899345920 bytes
255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 bytes

Devi ce Boot Start End Bl ocks Id System
/ dev/ sdel 1 3040 24418768+ 8e Linux LVM

Di sk /dev/sdf: 85.8 GB, 85899345920 bytes
255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 hytes

Di sk /dev/sdf doesn't contain a valid partition table

Now we prepare our new partitions for LVM:

pvcreate /dev/sdbl /dev/sdcl /dev/sddl /dev/sdel

serverl: ~# pvcreate /dev/sdbl /dev/sdcl /dev/sddl /dev/sdel
Physi cal vol ume "/dev/sdbl" successfully created
Physi cal vol ume "/dev/sdcl" successfully created
Physi cal volune "/dev/sddl" successfully created
Physi cal vol une "/dev/sdel" successfully created

Let'srevert thislast action for training purposes:

pvrenove /dev/sdbl /dev/sdcl /dev/sddl /dev/sdel

serverl: ~# pvrenove /dev/sdbl /dev/sdcl /dev/sddl /dev/sdel
Label s on physical volune "/dev/sdbl" successfully wi ped
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Label s on physical volune "/dev/sdcl" successfully wi ped
Label s on physical volune "/dev/sddl" successfully wi ped
Label s on physical volune "/dev/sdel" successfully wi ped

Then run

pvcreate /dev/sdbl /dev/sdcl

pvcreate /dev/sdbl

again:
serverl: ~#
Physi cal vol une
Physi cal vol une
Physi cal vol unme
Physi cal vol unme
Now run
pvdi spl ay

"/ dev/sdbl"
"/ dev/sdcl"
"/ dev/sdd1"
"/ dev/ sdel"

/ dev/ sdd1l /dev/sdel

/ dev/sdcl /dev/sddl /dev/sdel
successfully created
successfully created
successfully created
successfully created

to learn about the current state of your physical volumes:

server 1: ~# pvdi spl ay

--- NEW Physi ca

PV Nane
VG Nane
PV Size

Al | ocat abl e
PE Size (KByte)

vol ume ---

/ dev/ sdb1l

23.29 GB

NO
0
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Total PE
Free PE
Al |l ocated PE
PV UU D

0
0
0
&8l u2L-Hi j 1- NVde- sOKc- QoVI - f adg- Jd1vyU

--- NEW Physi cal vol une ---

PV Nane

VG Nane

PV Si ze

Al | ocat abl e

PE Size (KByte)
Total PE

Free PE

Al | ocat ed PE
PV UUI D

/ dev/ sdcl

23.29 GB
NO

o O O o

40GJyh- | bsl - pzhn- TDRg- PQBI - 3ut 0- AVSE4B

--- NEW Physi cal volune ---

PV Narme

VG Nane

PV Size

Al |l ocat abl e

PE Si ze (KByte)
Total PE

Free PE

Al |l ocated PE
PV UUI D

/ dev/ sdd1

23.29 GB
NO

o O O O

4mJB3D- 4526- uL0O- r 0pO- QOhP- MV QR- 2YIN5B

--- NEW Physi cal vol une ---

PV Nane

VG Nane

PV Size

Al | ocat abl e

PE Size (KByte)

Copyright © 2007 All Rights Reserved.
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Total PE 0
Free PE 0
Al |l ocated PE 0
PV UUI D 3upcZc- 4eS2- h4r 4- i BKK- gZJv- AYt 3- EKARK6

Now let's create our volume group fi | eser ver and add / dev/ sdbl -/ dev/ sdel toit:

vgcreate fileserver /dev/sdbl /dev/sdcl /dev/sddl /dev/sdel

serverl: ~# vgcreate fileserver /dev/sdbl /dev/sdcl /dev/sddl /dev/sdel
Vol ume group "fileserver" successfully created

Let'slearn about our volume groups:

vgdi spl ay

server 1l: ~# vgdi spl ay
--- Vol une group ---

VG Nane fileserver
System I D
For mat | vinR
Met adat a Ar eas 4
Met adat a Sequence No 1
VG Access read/wite
VG St at us resi zabl e
MAX LV 0
Cur LV 0
Copyright © 2007 All Rights Reserved. HowtoForge

http://mww.howtofor ge.com/

Page 12 of 79



A Beginner's Guide ToLVM

Open LV 0

Max PV 0

Cur PV 4

Act PV 4

VG Si ze 93.14 GB

PE Si ze 4.00 MB

Total PE 23844

Alloc PE/ Size 0/ 0

Free PE/ Size 23844 | 93.14 GB

VG UUI D 3Y1IW/F- BLET- kKs- Qnr s- SZxI - w NO- dTghFP

Another command to learn about our volume groups:

vgscan

server 1l: ~# vgscan
Readi ng all physical volumes. This nay take a while..
Found volume group "fileserver" using netadata type |vnR

For training purposes let's rename our volumegroup f i | eser ver into dat a:

vgrenane fil eserver data

serverl: ~# vgrenane fileserver data
Vol ume group "fileserver" successfully renamed to "data"

Let'srun vgdi spl ay and vgscan again to see if the volume group has been renamed:

Copyright © 2007 All Rights Reserved. HowtoForge
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vgdi spl ay

server 1: ~# vgdi spl ay
--- Vol une group ---

VG Nane dat a

System I D

For mat | vinR

Met adat a Areas 4

Met adat a Sequence No 2

VG Access read/wite

VG St at us resi zabl e

MAX LV 0

Cur LV 0

Open LV 0

Max PV 0

Cur PV 4

Act PV 4

VG Si ze 93.14 GB

PE Si ze 4.00 MB

Total PE 23844

Alloc PE/ Size 0/ 0

Free PE/ Size 23844 | 93.14 GB

VG UUI D 3Y1IW/F- BLET- kKs- Qnr s- SZxI - w NO- dTghFP
vgscan

serverl: ~# vgscan
Readi ng all physical volumes. This may take a while..
Found vol une group "data" using nmetadata type |vnR
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Now let's delete our volume group dat a:

vgr enove data

serverl: ~# vgrenove data
Vol une group "data" successfully renpved

vgdi spl ay

No output thistime:
server1l: ~# vgdi spl ay

vgscan

serverl: ~# vgscan
Readi ng all physical volunmes. This nay take a while..

Let's create our volumegroup f i | eserver again:

vgcreate fileserver /dev/sdbl /dev/sdcl /dev/sddl /dev/sdel

serverl: ~# vgcreate fil eserver /dev/sdbl /dev/sdcl /dev/sddl /dev/sdel
Vol ume group "fileserver" successfully created

Next we create our logical volumes shar e (40GB), backup (5GB), and medi a (1GB) in the volume group f i | eser ver . Together they use alittle less than
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50% of the available space (that way we can make use of RAID1 later on):

| vcreate --nanme share --size 40G fil eserver

serverl: ~# |vcreate --nane share --size 40Gfil eserver
Logi cal volunme "share" created

lvcreate --nanme backup --size 5G fil eserver

serverl: ~# | vcreate --nane backup --size 5Gfileserver
Logi cal volune "backup" created

lvcreate --nane nedia --size 1G fil eserver

serverl: ~# |vcreate --nanme nedia --size 1Gfileserver
Logi cal volunme "nedi a" created

Let's get an overview of our logical volumes:

| vdi spl ay

server 1l: ~# | vdi spl ay
--- Logical volune ---

LV Name /dev/fil eserver/share

VG Nane fileserver

LV UU D 280Mup- H9aa- sn0S- AXH3- 04cP- V6p9-1 f 0GgJ
Copyright © 2007 All Rights Reserved. HowtoForge
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LV Wite Access
LV Status

# open

LV Size

Current LE
Segnent s

Al l ocation

Read ahead sectors
Bl ock device

--- Logical volune ---

LV Nane

VG Nane

LV UUI D

LV Wite Access
LV St atus

# open

LV Size

Current LE
Segnent s

Al | ocation

Read ahead sectors
Bl ock device

--- Logical volune ---

LV Nane

VG Nane

LV UU D

LV Wite Access
LV Status

# open

LV Si ze

Current LE

Copyright © 2007 All Rights Reserved.

read/ wite
avai l abl e
0

40.00 GB
10240

2

i nherit

0

253:0

/dev/fil eserver/backup
fileserver

zZeuKg- Dazh- aZMC- Aa99- KUSt - J6ET- KReOcD
read/ wite

avai l abl e

0

5.00 GB

1280

1

i nherit

0

253:1

/dev/fileserver/nedia

fileserver

usf vrv- BC92- 3pFH 2NWD- 2N3e- 6ERQ- 4Sj 7YS
read/wite

avai l abl e
0

1.00 &B
256
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Segnent s 1
Al | ocation i nherit
Read ahead sectors 0
Bl ock device 253: 2
| vscan

serverl: ~# | vscan

ACTI VE "/dev/fileserver/share' [40.00 GB] inherit
ACTI VE "/dev/fil eserver/backup' [5.00 GB] inherit
ACTI VE "/dev/fileserver/nedia [1.00 GB] inherit

For training purposes we rename our logical volume medi a intofi | ms:

Ilvrenane fileserver nedia filns

serverl: ~# |lvrenane fil eserver nedia fil nms
Renarmed "nmedia" to "filns" in volume group "fil eserver”

| vdi spl ay

server 1l: ~# | vdi spl ay
--- Logical volune ---

LV Name /dev/fil eserver/share
VG Nane fileserver
LV UU D 280Mup- H9aa- sn0S- AXH3- 04cP- V6p9- 1 f 0GgJ
LV Wite Access read/ wite
Copyright © 2007 All Rights Reserved. HowtoForge
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LV St atus

# open

LV Size

Current LE
Segnent s

Al l ocation

Read ahead sectors
Bl ock device

--- Logical volune ---

LV Nane

VG Nane

LV UUI D

LV Wite Access
LV St atus

# open

LV Si ze

Current LE
Segnent s

Al l ocation

Read ahead sectors
Bl ock device

--- Logical volune ---

LV Nane

VG Narne

LV UUI D

LV Wite Access
LV St atus

# open

LV Size

Current LE
Segnent s

Copyright © 2007 All Rights Reserved.

avai l abl e
0

40.00 GB
10240

2

i nherit

0

253:0

/dev/fil eserver/backup
fileserver

zZeuKg- Dazh- aZMC- Aa99- KUSt - J6ET- KReOcD
read/wite

avai l abl e

0

5.00 GB

1280

1

i nherit

0

253: 1

/dev/fileserver/filns

fileserver

usf vrv- BC92- 3pFH 2NWD- 2N3e- 6ERQ 4Sj 7YS
read/ wite

avai l abl e
0

1.00 &B
256

1
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Al | ocati on i nherit
Read ahead sectors 0
Bl ock device 253: 2

I vscan

serverl: ~# | vscan

ACTI VE "/dev/fileserver/share' [40.00 GB] inherit
ACTI VE "/dev/fil eserver/backup' [5.00 GB] inherit
ACTI VE "/dev/fileserver/films' [1.00 GB] inherit

Next let's delete the logical volumefi | ms:

I vrenove /dev/fileserver/filns

serverl: ~# |lvrenove /dev/fileserver/filmns
Do you really want to renove active logical volunme "filns"? [y/n]:
Logi cal volune "films" successfully renoved

We create the logical volume nedi a again:

lvcreate --nane nedia --size 1G fil eserver

serverl: ~# |lvcreate --name nedia --size 1Gfileserver
Logi cal volume "nedi a" created
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Now let's enlarge medi a from 1GB to 1.5GB:

| vextend -L1.5G /dev/fil eserver/nedi a

serverl: ~# |vextend -L1.5G /dev/fileserver/nedia
Ext endi ng | ogical volume nedia to 1.50 GB
Logi cal volunme nedia successfully resized

Let'sshrink it to 1GB again:

I vreduce -L1G /dev/fil eserver/nedia

serverl: ~# | vreduce -L1G /dev/fileserver/media
WARNI NG Reduci ng active logical volune to 1.00 GB
TH S MAY DESTROY YOUR DATA (filesystemetc.)

Do you really want to reduce nmedia? [y/n]:
Reduci ng | ogical volume nedia to 1.00 GB
Logi cal volune nedia successfully resized

Until now we have three logical volumes, but we don't have any filesystems in them, and without a filesystem we can't save anything in them. Therefore we create an ext3
filesystemin shar e, an xfs filesystem in backup, and areiserfs filesystem in nedi a:

nkfs.ext3 /dev/fil eserver/share

serverl: ~# nkfs.ext3 /dev/fil eserver/share
nke2fs 1.40-WP (14- Nov-2006)
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Fil esystem | abel =

CS type: Linux

Bl ock size=4096 (| o0g=2)

Fragment size=4096 (| o0g=2)

5242880 i nodes, 10485760 bl ocks

524288 bl ocks (5.00% reserved for the super user
First data bl ock=0

Maxi mum fil esyst em bl ocks=0

320 bl ock groups

32768 bl ocks per group, 32768 fragnents per group
16384 i nodes per group

Super bl ock backups stored on bl ocks:

32768, 98304, 163840, 229376, 294912, 819200, 884736, 1605632, 2654208,

4096000, 7962624
Witing inode tables: done
Creating journal (32768 blocks): done
Witing superblocks and fil esystem accounting information: done
This filesystemwi ||l be automatically checked every 23 nounts or
180 days, whichever conmes first. Use tune2fs -c or -i to override.

nkfs.xfs /dev/fil eserver/backup

serverl: ~# nkfs.xfs /dev/fileserver/backup

net a- dat a=/ dev/fil eserver/ backup isize=256 agcount =8, agsi ze=163840 bl ks

= sectsz=512 attr=0

dat a = bsi ze=4096 bl ocks=1310720, i maxpct=25
= suni t=0 swi dt h=0 bl ks, unwitten=1

nam ng =version 2 bsi ze=4096

| og =internal |og bsi ze=4096 bl ocks=2560, version=1

Copyright © 2007 All Rights Reserved. HowtoForge
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= sectsz=512 suni t =0 bl ks
real ti ne =none ext sz=65536 bl ocks=0, rtextents=0

nkfs.reiserfs /dev/fil eserver/nedia

serverl: ~# nkfs.reiserfs /dev/fil eserver/ nedi a
nkfs.reiserfs 3.6.19 (2003 www. nanesys. conj

A pair of credits:
Al exander Lyamn keeps our hardware running, and was very generous to our
project in many little ways.

Chris Mason wote the journaling code for V3, which was enormously nore usefu
to users than just waiting until we could create a wandering log filesystem as
Hans woul d have unw sely done w t hout him

Jeff Mahoney optinized the bitnmap scanning code for V3, and performed the big
endi an cl eanups.

Guessi ng about desired format.. Kernel 2.6.17-2-486 is running.
Format 3.6 with standard journa
Count of blocks on the device: 262144
Nunber of bl ocks consuned by nkreiserfs formatting process: 8219
Bl ocksi ze: 4096
Hash function used to sort names: "r5"
Journal Size 8193 blocks (first block 18)
Journal Max transaction |ength 1024
i node generation nunber: 0
UUI D: 2bebf 750- 6e05- 47b2- 99b6- 916f a7ea5398
ATTENTI ON: ' YOU SHOULD REBOOT AFTER FDI SK
ALL DATA WLL BE LOST ON '/dev/fileserver/nedia'!
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Continue (y/n):y
Initializing journal - 0%...20%...40%...60%...80%...100%
Synci ng. . ok

Tell your friends to use a kernel based on 2.4.18 or later, and especially not a
kernel based on 2.4.9, when you use reiserFS. Have fun

Rei serFS is successfully created on /dev/fileserver/nedia.

Now we are ready to mount our logical volumes. | want to mount shar e in/ var/ shar e, backup in/ var/ backup, and nedi a in/ var/ nedi a, therefore we
must create these directories first:

nkdir /var/nedi a /var/backup /var/share

Now we can mount our logical volumes:
mount /dev/fileserver/share /var/share
mount /dev/fil eserver/backup /var/backup

mount /dev/fil eserver/ nmedia /var/nedia

Now run

df -h

Y ou should see your logical volumesin the output:

serverl: ~# df -h
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Fil esystem Si ze
/ dev/ sda2 19G
t npfs 78M
udev 10M
t npfs 78M
/ dev/ sdal 137M

/ dev/ mapper/fil eserver-share
40G

/ dev/ mapper/fil eserver-backu
5.0G

/ dev/ mapper/fil eserver-nedi a
1.0G

Used Avail Use% Mounted on

665M
0
88K
0
17M

177M
p
144K

33M

17G 4%/

78M 0% /liblinit/rw

10M 1%/ dev

78M 0% / dev/ shm
114M 13% / boot

38G 1% / var/ share
5.0G 1%/ var/ backup

992M 4% /var/ nedi a

http: //mww.howtofor ge.conv

Congratulations, you've just set up your first LVM system! Y ou can now write to and read from / var / shar e, / var / backup, and/ var / nedi a as usual.

We have mounted our logical volumes manually, but of course we'd like to have them mounted automatically when the system boots. Therefore we modify

/etc/fstab:
mv/ /etc/fstab /etc/fstab_orig

cat /dev/null > /etc/fstab

vi /etc/fstab

Put the following into it:

# letc/fstab: static file system information.
#

# <file system> <mount point> <type> <options>

Copyright © 2007 All Rights Reserved.
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If you compare it to our backup of the original file, / et c/ f st ab_ori g, you will notice that we added the lines:

/dev/fil eserver/share /var/share ext 3 rw, noati me 00
/dev/fileserver/backup [ var/ backup xfs rw, noati me 00
/dev/fil eserver/nedi a /var/ nmedi a reiserfs rw, noatinme 00
Now we reboot the system:

shutdown -r now

After the system has come up again, run

df -h

again. It should still show our logical volumesin the output:

serverl: ~# df -h

Fil esystem Size Used Avail Use% Munted on
/ dev/ sda2 19G 665M 17G 4%/
tmpfs 78M 0 78M 0% /lib/init/rw
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udev 10M 88K
t npfs 78M 0
/ dev/ sdal 137M  17M
/ dev/ mapper/fil eserver-share
40G 177M
/ dev/ mapper/fil eserver-backup
5.0G 144K
/ dev/ mapper/fil eserver-nedi a
1.0G 33M

10M
78M
114M
38G
5.0G

992M

1% / dev

0% / dev/ shm
13% / boot

1% / var/ share

1% / var/ backup

4% /[ var/ nedi a

4 Resize Logical Volumes And Their Filesystems

http: //mww.howtofor ge.conv

In this chapter we will learn how to resize our logical volume shar e which has an ext3 filesystem. (I will show how to resize logical volumes with xfs and
reiserfs filesystems further down this tutorial.)

First we must unmount it:

umount /var/share

shar e should not be listed anymore in the

df -h

output:

serverl: ~# df -h

Fi |l esystem Size Used Availl

/ dev/ sda2 19G 665M 17G
t mpfs 78M 0 78M
udev 10M 88K 10M

Copyright © 2007 All Rights Reserved.

Use% Mount ed on
4% /
0% /lib/linit/rw
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t npfs

78M 0 78M 0% / dev/ shm

/ dev/ sdal 137M  17M 114M 13% / boot
/ dev/ mapper/fil eserver-backup

5.0G 144K 5.0G 1%/ var/ backup

/ dev/ mapper/fil eserver-nedi a

1.0G 33M 992M 4% /var/ nedi a

Now let's enlarge shar e from 40GB to 50GB:

| vextend -L50G /dev/fil eserver/share

serverl: ~# | vextend -L50G /dev/fil eserver/share
Ext endi ng | ogi cal volume share to 50.00 GB
Logi cal vol une share successfully resized

Until now we have enlarged only shar e, but not the ext3 filesystem on shar e. Thisis what we do now:

e2fsck -f /dev/fil eserver/share

serverl: ~# e2fsck -f /dev/fil eserver/share
e2fsck 1.40-WP (14- Nov-2006)

Pass
Pass
Pass
Pass
Pass

/dev/fil eserver/share

Checki ng i nodes, bl ocks, and sizes
Checking directory structure
Checking directory connectivity
Checki ng reference counts

Checki ng group sunmary information

Copyright © 2007 All Rights Reserved.
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Make a note of the total amount of blocks (10485760) because we need it when we shrink shar e later on.

resi ze2fs /dev/fil eserver/share

serverl: ~# resize2fs /dev/fil eserver/share

resize2fs 1.40-WP (14- Nov-2006)

Resi zing the filesystemon /dev/fileserver/share to 13107200 (4k) bl ocks.
The filesystemon /dev/fileserver/share is now 13107200 bl ocks | ong.

Let's mount shar e:

mount /dev/fil eserver/share /var/share

and in the

df -h

output share should now have 50GB instead of 40:

serverl: ~# df -h

Fil esystem Size Used Avail Use% Mounted on

/ dev/ sda2 19G 665M 17G 4%/

t npfs 78M 0 78M 0% /liblinit/rw
udev 10M 88K 10M 1%/ dev

t npfs 78M 0 78M 0% / dev/ shm

/ dev/ sdal 137M  17M 114M 13% / boot

[ dev/ mapper/fil eserver-backup
5.0G 144K 5.0G 1%/ var/ backup
[ dev/ mapper/fil eserver-nmedi a
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1.0G 33M 992M 4% /var/ nmedi a
/ dev/ mapper/fil eserver-share

50G 180M 47G 1% /var/ share

Shrinking alogical volume is the other way round: first we must shrink the filesystem before we reduce the logical volume's size. Let's shrink share to
40GB again:
unount /var/share

df -h

serverl: ~# df -h

Fi | esystem Size Used Avail Use% Mounted on

/ dev/ sda2 19G 665M 177G 4%/

t mpfs 78M 0 78M 0%/lib/init/rw
udev 10M 88K 10M 1%/ dev

t npfs 78M 0 78M 0% / dev/ shm

/ dev/ sdal 137M  17M 114M 13% / boot

/ dev/ mapper/fil eserver-backup

5.0G 144K 5.0G 1% /var/ backup
/ dev/ mapper/fil eserver-nedi a

1.0G 33M 992M 4% /var/ nedi a

e2fsck -f /dev/fileserver/share

serverl: ~# e2fsck -f /dev/fileserver/share
e2fsck 1.40-WP (14-Nov-2006)
Pass 1: Checking inodes, blocks, and sizes
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Pass 2: Checking directory structure
Pass 3: Checking directory connectivity
Pass 4: Checking reference counts

Pass 5: Checking group sumary infornmation
/dev/fileserver/share: 11/6553600 files (9.1% non-contiguous), 251733/13107200 bl ocks

When resizing an ext3 filesystem to a certain size (instead of all available space), r esi ze2f s takes the number of blocks as argument (you can as well
specify the new sizein MB, etc. See

man resize2fs

for more details). From our previous operation we know the 40GB equals 10485760 blocks so we run

resi ze2fs /dev/fil eserver/share 10485760

serverl: ~# resize2fs /dev/fileserver/share 10485760

resize2fs 1.40-WP (14- Nov-2006)

Resizing the filesystemon /dev/fileserver/share to 10485760 (4k) bl ocks.
The filesystemon /dev/fileserver/share is now 10485760 bl ocks | ong.

We've shrinked the filesystem, now we must shrink the logical volume, too:
| vreduce -L40G /dev/fil eserver/share
serverl: ~# | vreduce -L40G /dev/fil eserver/share
WARNI NG Reducing active |ogical volune to 40.00 GB

TH S MAY DESTROY YOUR DATA (filesystemetc.)
Do you really want to reduce share? [y/n]:
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Reduci ng | ogi cal volume share to 40.00 GB
Logi cal volune share successfully resized

We can ignore the warning that data might be destroyed because we have shrinked the filesystem before.
Let's mount shar e again:

mount /dev/fil eserver/share /var/share

The output of

df -h

should now look like this:

serverl: ~# df -h

Fi | esystem Size Used Avail Use% Mounted on

/ dev/ sda2 19G 665M 17G 4%/

tmpfs 78M 0 78M 0%/lib/init/rw
udev 10M 88K 10M 1%/ dev

t npfs 78M 0 78M 0% / dev/ shm

/ dev/ sdal 137M  17M 114M 13%/ boot

/ dev/ mapper/fil eserver-backup

5.0G 144K 5.0G 1%/ var/ backup
/ dev/ mapper/fil eserver-nedi a

1.0G 33M 992M 4% /var/ medi a
/ dev/ mapper/fil eserver-share

40G 177M 38G 1% /var/ share
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5 Adding A Hard Drive And Removing Another One
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We haven't used / dev/ sdf until now. We will now create the partition / dev/ sdf 1 (25GB) and add that to our fi | eser ver volume group.

fdi sk /dev/ sdf

serverl: ~# fdi sk /dev/sdf

Devi ce contains neither a valid DOS partition table, nor Sun, SE@ or OSF di skl abe
Bui | di ng a new DCOS di skl abel . Changes will remain in nmenory only,
until you decide to wite them After that, of course, the previous

content won't be recoverabl e.

The nunber of cylinders for this disk is set to 10443.

There is nothing wong with that, but this is larger than 1024,

and could in certain setups cause problenms with:

1) software that runs at boot tine (e.g., old versions of LILO

2) booting and partitioning software from ot her OSs
(e.g., DOS FDI SK, OS/2 FDI SK)

Warning: invalid flag Ox0000 of partition table 4 will be corrected by wWrite)

Command (m for hel p):

Command action

toggl e a bootable flag

edit bsd di skl abe

toggle the dos conpatibility flag
delete a partition

[ist known partition types

print this menu

add a new partition

create a new enpty DOCS partition table
print the partition table

T O S5 3T 2 0 T o
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quit w thout saving changes
create a new enpty Sun di skl abe
change a partition's systemid
change display/entry units

verify the partition table

wite table to disk and exit

extra functionality (experts only)

X £ < c ~uno

Command (m for hel p):
Comand action
e ext ended
p primary partition (1-4)

Partition number (1-4):

First cylinder (1-10443, default 1):

Using default value 1

Last cylinder or +size or +sizeMor +sizeK (1-10443, default 10443):

Command (m for hel p):

Selected partition 1

Hex code (type L to list codes):

Changed systemtype of partition 1 to 8e (Linux LVM

Command (m for hel p):
The partition table has been altered!

Calling ioctl() to re-read partition table.
Synci ng di sks.

Let'sprepare/ dev/ sdf 1 for LVM:

pvcreate /dev/sdf1l

Copyright © 2007 All Rights Reserved. HowtoForge
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serverl: ~# pvcreate /dev/sdf1

Physi cal vol ume "/dev/sdf 1" successfully created

Add/ dev/sdf 1 toourfil eserver volume group:

vgextend fil eserver /dev/sdfl

Run

vgdi spl ay

VG Si ze should now be bigger than before:

server 1: ~# vgdi spl ay

--- Volune group ---

VG Nane
System I D

For mat

Met adat a Areas

Met adat a Sequence No

VG Access
VG St at us
MAX LV
Cur LV
Open LV
Max PV
Cur PV
Act PV
VG Si ze
PE Si ze

Copyright © 2007 All Rights Reserved.

fil eserver

| v

5

12

read/ wite
resi zabl e
0

3

3

0

5

5

116.43 GB
4.00 MB
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Total PE
Alloc PE/ Size
Free PE / Size
VG UUI D

That'sit. / dev/ sdf 1 has been added to the fileserver volume group.

Now let'sremove/ dev/ sdbl. Before we do this, we must copy all dataonitto/ dev/ sdf 1:

29805
11776 /| 46.00 GB
18029 / 70.43 GB

i W 1Vk-7h7J- hLRL- SHbx- 3p87- Rq47- LLGYEO

pviove /dev/sdbl /dev/sdf1

This can take some minutes:

server 1l: ~# pvnove /dev/sdbl /dev/sdf1l

/ dev/ sdbl: Moved:
/ dev/ sdbl: Moved:
/ dev/ sdbl: Moved:
/ dev/ sdbl: Moved:
/ dev/ sdbl: Moved:
/ dev/ sdbl: Moved:
/ dev/ sdbl: Moved:
/ dev/ sdbl: Moved:
/ dev/ sdbl: Moved:
/ dev/ sdbl: Moved:
/ dev/ sdbl: Moved:

[...]

/ dev/ sdbl: Mbved:
/ dev/ sdbl: Mbved:
/ dev/ sdbl: Mbved:
/ dev/ sdbl: Mbved:
/ dev/ sdbl: Mbved:

=Y

. 9%

. 8%

. 8%
1%

11.
13.
15.
17.
19.
21.

85.
87.
89.
91.
93.

Copyright © 2007 All Rights Reserved.
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7
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6%
6%
6%
5%
4%
4%

7%
7%
7%
7%
6%
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/dev/ sdbl: Mbved: 95.5%
/dev/ sdbl: Mbved: 97.5%
/dev/ sdbl: Mbved: 99.4%
/ dev/ sdbl: Mbved: 100.0%
Next we remove/ dev/ sdbl from thefi | eserver volume group:
vgreduce fil eserver /dev/sdbl

serverl: ~# vgreduce fileserver /dev/sdbl
Renoved "/dev/sdbl" from volunme group "fil eserver”

vgdi spl ay

server 1: ~# vgdi spl ay
--- Volune group ---

VG Name fileserver
System I D

For mat | v

Met adat a Areas 4

Met adat a Sequence No 16

VG Access read/ wite
VG St at us resi zabl e
MAX LV 0

Cur LV 3

Open LV 3

Max PV 0

Cur PV 4

Act PV 4
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VG Si ze 93.14 GB

PE Si ze 4.00 MB

Total PE 23844

Alloc PE/ Size 11776 / 46.00 GB

Free PE/ Size 12068 / 47.14 GB

VG UUI D i W 1Vk-7h7J- hLRL- SHbx- 3p87- Rq47- LLGYEO
Then werun

pvrenove /dev/sdbl

/ dev/ sdbl shouldn't be listed as a physical volume anymore:

pvdi spl ay

server 1: ~# pvdi spl ay
--- Physical volune ---

PV Nane / dev/ sdcl

VG Name fileserver

PV Size 23.29 GB / not usable 0

Al | ocat abl e yes

PE Size (KByte) 4096

Total PE 5961

Free PE 1682

Al |l ocated PE 4279

PV UUI D 40GJyh- 1 bsl - pzhn- TDRg- PQ3I - 3ut 0- AVSE4B

--- Physical volune ---
PV Name / dev/ sdd1
VG Nane fileserver
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PV Si ze 23.29 BB/ not usable 0

Al | ocat abl e yes

PE Si ze (KByte) 4096

Total PE 5961

Free PE 4681

Al |l ocated PE 1280

PV UUI D 4mJ63D- 4526- uL00- r OpO QOhP- nvQR- 2YJN5B

--- Physical volune ---

PV Nane / dev/ sdel

VG Narre fileserver

PV Si ze 23.29 GB / not usable 0O

Al |l ocat abl e yes

PE Size (KByte) 4096

Total PE 5961

Free PE 5705

Al l ocated PE 256

PV UUI D 3upcZc- 4eS2- h4r 4- i BKK- gZJv- AYt 3- EKARK6

--- Physical volune ---

PV Nane / dev/ sdf 1

VG Name fileserver

PV Size 23.29 GB / not usable 0

Al | ocat abl e yes (but full)

PE Size (KByte) 4096

Total PE 5961

Free PE 0

Al |l ocated PE 5961

PV UUI D 1xgo2l - SBj j - OMAz- | nDu- OLZ1- 3NdO- nLkS20

Y ou could now remove/ dev/ sdb from the system (if thiswas areal system and not a virtual machine).
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6 Return To The System's Original State
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In this chapter we will undo all changes from the previous chapters to return to the system's original state. Thisisjust for training purposes so that you learn
how to undo an LVM setup.

First we must unmount our logical volumes:

urmount /var/share
unount /var/ backup

unmount /var/ nedi a
df -h

serverl: ~# df -h

Fil esystem Size Used Avail Use% Mounted on

/ dev/ sda2 19G 665M 177G 4%/

tnpfs 78M 0 78M 0% /lib/init/rw
udev 10M 92K 10M 1%/ dev

t npfs 78M 0 78M 0% / dev/ shm

/ dev/ sdal 137M  17M 114M 13% / boot

Then we delete each of them:

| vrenove /dev/fil eserver/share

serverl: ~# |l vrenove /dev/fil eserver/share
Do you really want to renove active |ogical volune "share"? [y/n]:
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Logi cal volune "share" successfully renpved

I vrenove /dev/fil eserver/backup

serverl: ~# | vrenove /dev/fil eserver/backup

Do you really want to renove active |ogical volunme "backup"? [y/n]:

Logi cal volunme "backup" successfully renoved

I vrenove /dev/fileserver/nedi a

serverl: ~# | vrenmove /dev/fil eserver/ nmedi a
Do you really want to renove active logical volunme "nmedia"? [y/n]:
Logi cal volune "nedi a" successfully renpved

Next we remove the volume group f i | eser ver :

vgrenove fil eserver

server l: ~# vgrenove fil eserver
Vol une group "fileserver" successfully renoved

Finally we do this:

pvrenove /dev/sdcl /dev/sddl /dev/sdel /dev/sdf1l
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serverl: ~# pvrenove [dev/sdcl /dev/sddl /dev/sdel /dev/sdfl
Label s on physical volune "/dev/sdcl" successfully wi ped
Label s on physical volune "/dev/sddl" successfully wi ped
Label s on physical volune "/dev/sdel" successfully wi ped
Label s on physical volune "/dev/sdf1" successfully w ped

vgdi spl ay

server 1: ~# vgdi spl ay
No vol unme groups found

pvdi spl ay

should display nothing at all:
server 1: ~# pvdi spl ay

Now we must undo our changesin/ et c/ f st ab to avoid that the system tries to mount non-existing devices. Fortunately we have made a backup of the
origina file that we can copy back now:

nmv/ /etc/fstab_orig /etc/fstab

Reboot the system:

shut down -r now

Afterwards the output of
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df -h

should look like this:

serverl: ~# df -h

Fil esystem Size Used Avail Use% Mounted on

/ dev/ sda2 19G 666M 17G 4%/

t npfs 78M 0 78M 0% /liblinit/rw
udev 10M 92K 10M 1%/ dev

t npfs 78M 0 78M 0% / dev/ shm

/ dev/ sdal 137M  17M 114M 13% / boot

Now the system islike it wasin the beginning (except that the partitions/ dev/ sdb1 - / dev/ sdf 1 still exist - you could delete them with f di sk but we don't
do thisnow - aswell asthe directories/ var/ share, / var/ backup, and/ var/ nmedi a which we also don't delete).

7LVM On RAID1

In this chapter we will set up LVM again and move it to a RAID1 array to guarantee for high-availability. In the end this should look like this:
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Logical Violume(s) /devifileserver/share Idevifileserverbackup /devifileserver/media unused
Volume Group(s) fileserver

Physical Volume(s) /dev/mdO /dev/imd1
/dev/sdb1 /dev/sdci /dev/sdd1 /dev/sde1

This means we will make the RAID array / dev/ md0 from the partitions/ dev/ sdbl +/ dev/ sdc1, and the RAID array / dev/ md1 from the partitions
/ dev/ sdd1 +/ dev/ sdel./ dev/ nd0 and/ dev/ nd1 will then be the physical volumesfor LVM.

Before we come to that, we set up LVM as before:
pvcreate /dev/sdbl /dev/sdcl /dev/sddl /dev/sdel
vgcreate fil eserver /dev/sdbl /dev/sdcl /dev/sddl /dev/sdel
lvcreate --nane share --size 40G fil eserver
I vcreate --nanme backup --size 5G fil eserver

lvcreate --nanme nedia --size 1G fil eserver

nkfs.ext3 /dev/fil eserver/share
nkfs.xfs /dev/fil eserver/backup

nkfs.reiserfs /dev/fileserver/nedi a

Then we mount our logical volumes:
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mount /dev/fil eserver/share /var/share
mount /dev/fil eserver/backup /var/backup

mount /dev/fil eserver/ nmedia /var/nedia

The output of

df -h

should now look like this:

serverl: ~# df -h

Fi | esystem Size Used Avail Use% Mounted on

/ dev/ sda2 19G 666M 17G 4%/

t mpfs 78M 0 78M 0%/lib/init/rw
udev 10M 92K 10M 1%/ dev

t npfs 78M 0 78M 0% / dev/ shm

/ dev/ sdal 137M  17M 114M 13% / boot

/ dev/ mapper/fil eserver-share
40G 177M 38G 1%/ var/share
/ dev/ mapper/fil eserver-backup
5.0G 144K 5.0G 1% /var/ backup
/ dev/ mapper/fil eserver-nedi a
1.0G 33M 992M 4% /var/ medi a

Now we must move the contents of / dev/ sdc1 and/ dev/ sdel (/ dev/ sdc1 isthe second partition of our future/ dev/ nd0, / dev/ sdel the second partition
of our future/ dev/ nd1) to the remaining partitions, because we will afterwards remove them from LVM and format them with the typef d (Linux RAID
autodetect) and move them to / dev/ nd0 resp. / dev/ nul.
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nmodpr obe dm mirror

pvrove /dev/sdcl

vgreduce fil eserver /dev/sdcl

pvrenove /dev/sdcl

pvdi spl ay

serverl: ~# pvdi spl ay
--- Physical volune ---

PV Nane / dev/ sdbl

VG Name fileserver

PV Size 23.29 BB/ not usable 0

Al'l ocat abl e yes (but full)

PE Si ze (KByte) 4096

Total PE 5961

Free PE 0

Al |l ocated PE 5961

PV UUI D USDIyG VDMR- r 406- O Qo- h3eb- c9Mo- 4nvnvu

--- Physical volune ---

PV Nane / dev/ sdd1

VG Nane fileserver

PV Si ze 23.29 GB / not usable 0O
Al |l ocat abl e yes

PE Si ze (KByte) 4096

Total PE 5961

Free PE 4681
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Al'l ocated PE 1280
PV UUI D gdEB5d- 389d- GbUA- Kbwv- mly- 74FY- 4zubl N

--- Physical volunme ---

PV Nane / dev/ sdel

VG Nane fileserver

PV Si ze 23.29 GB / not usable 0

Al | ocat abl e yes

PE Size (KByte) 4096

Total PE 5961

Free PE 1426

Al | ocat ed PE 4535

PV UUI D 4vL1e0- sr2M awGd- gDIm Zr C9- wuxW 21 Eqp2

pvnove /dev/sdel

vgreduce fil eserver /dev/sdel

pvrenove /dev/sdel

pvdi spl ay

server 1: ~# pvdi spl ay
--- Physical volune ---

PV Nane / dev/ sdbl

VG Narre fileserver

PV Si ze 23.29 GB / not usable 0O
Al |l ocat abl e yes (but full)

PE Size (KByte) 4096

Copyright © 2007 All Rights Reserved. HowtoForge Page 47 of 79



A Beginner's Guide ToLVM http: //mww.howtofor ge.conv

Total PE 5961

Free PE 0

Al |l ocated PE 5961

PV UUI D USDIyG VDMVR- r 406- O Qo- h3eb- c9Mp- 4nvnvu

--- Physical volune ---

PV Nane / dev/ sdd1

VG Nane fileserver

PV Si ze 23.29 GB / not usable 0

Al | ocat abl e yes

PE Si ze (KByte) 4096

Total PE 5961

Free PE 146

Al | ocat ed PE 5815

PV UUI D qdEB5d- 389d- GBUA- Kbwv- mly- 74FY- 4zubl N

Now we format / dev/ sdc1 with thetypef d (Linux RAID autodetect):

fdi sk /dev/sdc

serverl: ~# fdi sk /dev/sdc

The nunber of cylinders for this disk is set to 10443.

There is nothing wong with that, but this is |arger than 1024,
and could in certain setups cause problens wth:

1) software that runs at boot tinme (e.g., old versions of LILO
2) booting and partitioning software from ot her OSs

(e.g., DOs FDI SK, OS/2 FDI SK)

Command (m for hel p):
Command acti on
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X S <c~"waoDTOS 3 Tao0 oW

toggl e a bootable flag
edit bsd di skl abel

toggle the dos conpatibility flag

delete a partition
list known partition types

print this nmenu

add a new partition
create a new enpty DCS partition table
print the partition table

quit w thout saving changes
create a new enpty Sun di skl abel
change a partition's systemid
change display/entry units
verify the partition table
wite table to disk and exit
extra functionality (experts only)

Command (m for hel p):
Selected partition 1
Hex code (type L to list codes):

0 Enpty le
1 FAT12 24
2 XEN X r oot 39
3 XEN X usr 3c
4 FAT16 <32M 40
5 Extended 41
6 FAT16 42
7 HPFS/ NTFS 4d
8 AX 4e
9 Al X bootabl e 4f
a OS/2 Boot Manag 50
b W95 FAT32 51
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Hi dden W5 FAT1 80 dd M nix

NEC DOS

Plan 9

Partiti onMagi c
Veni x 80286
PPC PReP Boot
SFS

ONX4. x

Q\X4. x 2nd part
Q\X4. x 3rd part
OnTrack DM
OnTrack DM6 Aux

81
82
83
84
85
86

Mnix / old Lin
Li nux swap / So
Li nux

QS/ 2 hidden C
Li nux extended
NTFS vol une set
NTFS vol une set
Li nux pl ai nt ext
Li nux LVM
Anpeba

Armoeba BBT

be Solaris boot

bf Solaris

cl DRDOs/ sec (FAT-

c4 DRDOs/ sec (FAT-

c6 DRDOS/ sec (FAT-

c7 Syrinx

da Non-FS data

db CP/M/ CTCS /

de Dell Uility

df Bootlt

el DOS access

e3 DOS RO
HowtoForge
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c

f
10
11
12
14
16
17
18
1b
1c

VB5 FAT32 (LBA)
VB5 FAT16 (LBA)
VW5 Ext'd (LBA)
OoPUS

H dden FAT12
Conpaqg di agnost
H dden FAT16 <3
H dden FAT16

Hi dden HPFS/ NTF
AST Smart Sl eep
H dden W95 FAT3
H dden W95 FAT3

Hex code (type L to
Changed system type

Command (m for

75

CP/ M

OnTrack DWVM6 Aux
OnTr ackDVB
EZ-Drive

Col den Bow

Pri am Edi sk
SpeedSt or

GNU HURD or Sys
Novel | Netware
Novel | Netware
Di skSecure Ml t
PC/ 1 X

list codes):

of partition 1 to fd (Linux raid autodetect)

hel p):

The partition table has been altered!

Calling ioctl() to re-read partition table.

Synci ng di sks.

Now do the ssme with / dev/ sde1l:

fdi sk /dev/sde

The output of

fdisk -1

should now look like this;
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of
a0
as
a6
a7’
a8
a9
ab
b7
b8
bb

BSD/ OS

| BM Thi nkpad hi
Fr eeBSD
OpenBSD
NeXTSTEP

Darwi n UFS

Net BSD

Darwi n boot
BSDI fs

BSDI swap

e4d
eb
ee
ef

fo
fl
fa
f2
fd
fe

Boot Wzard hid ff

SpeedSt or

BeCSs fs

EFl GPT

EFl (FAT-12/16/
Li nux/ PA-RI SC b
SpeedSt or
SpeedSt or

DCS secondary
Linux raid auto
LANst ep

BBT
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serverl: ~# fdisk -
Di sk /dev/sda: 21.4 GB, 21474836480 bytes

255 heads, 63 sectors/track, 2610 cylinders
Units = cylinders of 16065 * 512 = 8225280 hytes

Devi ce Boot Start End Bl ocks
/ dev/ sdal * 1 18 144553+
/ dev/ sda2 19 2450 19535040
/ dev/ sda4 2451 2610 1285200

Di sk /dev/sdb: 85.8 GB, 85899345920 bytes
255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 bytes

Devi ce Boot Start End Bl ocks
/ dev/ sdbl 1 3040 24418768+

Di sk /dev/sdc: 85.8 GB, 85899345920 bytes
255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 bytes

Devi ce Boot Start End Bl ocks
/ dev/ sdc1l 1 3040 24418768+

Di sk /dev/sdd: 85.8 GB, 85899345920 bytes
255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 hytes

Devi ce Boot Start End Bl ocks
/ dev/ sdd1 1 3040 24418768+

Di sk /dev/sde: 85.8 GB, 85899345920 bytes
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I d
83
83
82

Id
8e

I d
fd

I d
8e

System

Li nux

Li nux

Li nux swap / Solaris

System
Li nux LVM

System
Li nux rai d aut odet ect

System
Li nux LVM

HowtoForge

http: //mww.howtofor ge.conv

Page 51 of 79



A Beginner's Guide ToLVM http: //mww.howtofor ge.conv

255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 bytes

Devi ce Boot Start End Bl ocks Id System
/ dev/ sdel 1 3040 24418768+ fd Linux raid autodetect

Di sk /dev/sdf: 85.8 @B, 85899345920 bytes
255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 hytes
Devi ce Boot Start End Bl ocks Id System

/ dev/ sdf 1 1 3040 24418768+ 8e Linux LVM
Next we add / dev/ sdc1 to/ dev/ nd0 and / dev/ sdel to/ dev/ nd1. Because the second nodes (/ dev/ sdbl and / dev/ sdd1) are not ready yet, we must
specify ni ssi ng in the following commands:

ndadm --create /dev/ nd0 --auto=yes -1 1 -n 2 /dev/sdcl mi ssing
server l: ~# mdadm --create /dev/nmd0O --auto=yes -1 1 -n 2 /dev/sdcl m ssing
ndadm array /dev/nd0 started.

mdadm --create /dev/ndl --auto=yes -1 1 -n 2 /dev/sdel mi ssing

serverl: ~# ndadm --create /dev/ndl --auto=yes -1 1 -n 2 /dev/sdel m ssing
ndadm array /dev/ndl started.

Afterwards we prepare / dev/ nd0 and / dev/ nd1 for LVM:
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pvcreate /dev/ nmd0O /dev/ndl

serverl: ~# pvcreate /dev/nd0 /dev/ndl
Physi cal vol une "/dev/ nd0" successfully created
Physi cal volune "/dev/ndl" successfully created

and extend our fi | eser ver volume group:

vgextend fil eserver /dev/nd0 /dev/ndl

serverl: ~# vgextend fil eserver /dev/nd0 /dev/ndl
Vol umre group "fileserver" successfully extended

The outputs of

pvdi spl ay

and

vgdi spl ay

should look like this:;

server1l: ~# pvdi spl ay
--- Physical volune ---
PV Name / dev/ sdbl
VG Nane fileserver
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HowtoForge

http://mww.howtofor ge.com/

Page 53 of 79



A Beginner's Guide ToLVM http://mww.howtofor ge.com/

PV Size 23.29 BB/ not usable 0

Al |l ocat abl e yes (but full)

PE Si ze (KByte) 4096

Total PE 5961

Free PE 0

Al |l ocated PE 5961

PV UUI D USDIyG VDMR- r 406- § Qo- h3eb- c9Mo- 4nvnvu

--- Physical volune ---

PV Nane / dev/ sdd1

VG Narre fileserver

PV Si ze 23.29 GB / not usable 0O

Al |l ocat abl e yes

PE Size (KByte) 4096

Total PE 5961

Free PE 146

Al l ocated PE 5815

PV UUI D gdEB5d- 389d- GbUA- Kbw - m1ly- 74FY- 4zubl N

--- Physical volune ---

PV Nane / dev/ nd0

VG Name fileserver

PV Size 23.29 GB / not usable 0

Al | ocat abl e yes

PE Size (KByte) 4096

Total PE 5961

Free PE 5961

Al |l ocated PE 0

PV UUI D 7JHUXF- 1R2p- g bJ- X10T- uaeg- gWRx- H6zx3P

--- Physical volune ---
PV Name / dev/ nd1
VG Nane fileserver
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PV Si ze 23.29 BB/ not usable 0

Al | ocat abl e yes

PE Si ze (KByte) 4096

Total PE 5961

Free PE 5961

Al |l ocated PE 0

PV UUI D pWBAT- RWK- EebA- 0213- d27d- 21 dP- HQT5RW

server 1: ~# vgdi spl ay
--- Vol unme group ---

VG Narre fileserver
System | D

For mat | v

Met adat a Areas 4

Met adat a Sequence No 14

VG Access read/ wite

VG St at us resi zabl e

MAX LV 0

Cur LV 3

Open LV 3

Max PV 0

Cur PV 4

Act PV 4

VG Si ze 93.14 GB

PE Si ze 4.00 MB

Total PE 23844

Alloc PE/ Size 11776 / 46.00 GB
Free PE/ Size 12068 / 47.14 GB
VG UU D dQDEHT- kNHf - Ui Rm r mJ3- QUYx- 9Glt - aVskl 1

Now we move the contents of / dev/ sdb1 to/ dev/ nd0 and the contents of / dev/ sdd1 to/ dev/ nd1, then we remove/ dev/ sdbl and/ dev/ sdd1 from
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LVM:

pvrove /dev/sdbl /dev/ nmdO

pvrove /dev/sddl /dev/nmdl

vgreduce fil eserver /dev/sdbl /dev/sddl

pvrenove /dev/sdbl /dev/sddl

Now only / dev/ nd0 and / dev/ nd1 should be |eft as physical volumes:

pvdi spl ay

server 1: ~# pvdi spl ay
--- Physical volune ---

PV Nane / dev/ nd0

VG Name fileserver

PV Size 23.29 GB / not usable 0

Al | ocat abl e yes (but full)

PE Size (KByte) 4096

Total PE 5961

Free PE 0

Al |l ocated PE 5961

PV UUI D 7JHUXF- 1R2p- g bJ- X10T- uaeg- gWRx- H6zx3P

--- Physical volune ---
PV Name / dev/ nd1
VG Nane fileserver
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PV Si ze 23.29 BB/ not usable 0

Al | ocat abl e yes

PE Si ze (KByte) 4096

Total PE 5961

Free PE 146

Al |l ocated PE 5815

PV UUI D pWBAT- RWK- EebA- 0213- d27d- 21 dP- HQT5RW

Now we format / dev/ sdb1 with fd (Linux RAID autodetect):

fdi sk /dev/sdb

server 1l: ~# fdi sk /dev/sdb

The nunber of cylinders for this disk is set to 32635.
There is nothing wong with that, but this is |larger than 1024,
and could in certain setups cause problens with:

1) software that runs at boot time (e.g., old versions of LILO
2) booting and partitioning software from ot her CSs

(e.g., DOS FDI SK, OS/2 FDI SK)

Command (m for hel p):

Command action

toggl e a bootable flag

edit bsd di skl abe

toggle the dos conpatibility flag
delete a partition

[ist known partition types

print this menu

add a new partition

create a new enpty DOCS partition table

© 5 3 T oo ocw
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print the partition table

quit wthout saving changes
create a new enpty Sun di skl abe
change a partition's systemid
change display/entry units

verify the partition table

wite table to disk and exit

extra functionality (experts only)

X s < c "~ wnwao

Conmmand (m for hel p):

Selected partition 1

Hex code (type L to list codes):

Changed systemtype of partition 1 to fd (Linux raid autodetect)

Command (m for hel p):
The partition table has been altered!

Calling ioctl() to re-read partition table.
Synci ng di sks.

Do the sasme with / dev/ sdd1:

fdi sk /dev/sdd

Next add / dev/ sdbl to/ dev/ nd0 and / dev/ sdd1 to/ dev/ nd1:

mdadm - - manage /dev/ nd0 --add /dev/sdbl

server l: ~# ndadm - - nanage /dev/ nd0 --add /dev/sdbl
ndadm added /dev/sdbl
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mdadm - - manage /dev/ ndl --add /dev/sddl

server l: ~# ndadm - - nanage /dev/ ndl --add /dev/sddl
ndadm added /dev/sddl

Now the two RAID arrayswill be synchronized. Thiswill take some time, you can check with

cat /proc/ndst at

when the process is finished. The output looks like this for an unfinished process:

serverl: ~# cat /proc/ ndst at
Personalities : [linear] [nultipath] [raidO] [raidl] [raid5] [raid4] [raid6] [raidl0]
nmdl : active raidl sddl[2] sdel[ O]
24418688 bl ocks [2/1] [U]
T ] recovery = 6.4% (1586560/24418688) finish=1.9nm n speed=198320K/sec

nd0 : active raidl sdbl[2] sdcl[O0]
24418688 bl ocks [2/1] [U]
[==> . ] recovery

10. 5% (2587264/ 24418688) fi ni sh=2.8m n speed=129363K/ sec

unused devi ces: <none>

and like this when the process is finished:

serverl: ~# cat /proc/ ndstat
Personalities : [linear] [nultipath] [raidO] [raidl] [raid5] [raid4] [raid6] [raidl0]
mdl : active raidl sddl[1] sdel[O]

24418688 bl ocks [2/2] [UY
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nd0 : active raidl sdbl[1] sdcl[O0]
24418688 bl ocks [2/2] [UY

unused devi ces: <none>

If you have alook at PV Si ze in the output of

pvdi spl ay

you will seethat 2 * 23.29GB = 46. 58GB are available, however only 40GB (share) + 5GB (backup) + 1GB (nedia) = 46GB are used which means
we could extend one of our logical devices with about 0.5GB. I've already shown how to extend an ext3 logical volume (shar e), so we will resize medi a
now which uses reiserfs. reiserfs filesystems can be resized without unmounting:

lvextend -L1.5G /dev/fil eserver/ nmedia

serverl: ~# |lvextend -L1.5G /dev/fileserver/media
Ext endi ng | ogi cal volunme media to 1.50 GB
Logi cal volune nedia successfully resized

resize_reiserfs /dev/fil eserver/nedia

serverl: ~# resize reiserfs /dev/fileserver/nedia
resize reiserfs 3.6.19 (2003 www. hamesys. com

resize reiserfs: On-line resizing finished successfully.
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The output of

df -h

looks likethis:

serverl: ~# df -h
Fil esystem

/ dev/ sda2

t npfs

udev

t npf s

/ dev/ sdal

/ dev/ mapper/fil eserver-share

Si ze
19G
78M
10M
78M

137M

40G

/ dev/ mapper/fil eserver-backup

/ dev/ mapper/fil eserver-nedi a

If we want our logical volumes to be mounted automatically at boot time, we must modify / et c/ f st ab again (like in chapter 3):

nmv/ /etc/fstab /etc/fstab_orig

5.0G

1.5G

cat /dev/null > /etc/fstab

vi /etc/fstab

Put the following into it:

Copyright © 2007 All Rights Reserved.

Used Avai
666M 17G
0 78M
92K 10M
0 78M
17M 114M
177M  38G
144K 5.0G
33M 1.5G

Use% Mbunt ed on

4% /

0% /lib/init/rw
1% / dev

0% / dev/ shm
13% / boot

1% /var/ share
1% / var/ backup

3% /var/ nmedi a
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If you compare it to our backup of the original file, / et c/ f st ab_ori g, you will notice that we added the lines:

/dev/fil eserver/share /var/share ext 3 rw, noatinme 00
/dev/fil eserver/backup [ var/ backup xfs rw, noati ne 00
/dev/fil eserver/nedi a /var/ nmedi a reiserfs rw, noati me 00

Now we reboot the system:

shut down -r now

After the system has come up again, run

df -h

again. It should still show our logical volumesin the output:
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serverl: ~# df -h

Fi l esystem Size Used Avail Use% Munted on

/ dev/ sda2 19G 666M 17G 4%/

tmpfs 78M 0 78M 0%/lib/init/rw
udev 10M 100K 10M 1%/ dev

t npfs 78M 0 78M 0% / dev/ shm

/ dev/ sdal 137M  17M 114M 13%/ boot

/ dev/ mapper/fil eserver-share

40G 177M 38G 1% /var/share
/ dev/ mapper/fil eserver-backup

5.0G6 144K 5.0G 1%/ var/ backup
/ dev/ mapper/fil eserver-nedi a

1.5G6 33M 1.5G 3% /var/nmedia

Now we are finished with our LVM on RAID1 setup.

8 Replacing The Hard Disks With Bigger Ones

http: //mww.howtofor ge.conv

We are currently using four hard disks with a size of 25GB each (at |east we are acting like that). Now let's assume thisisn't enough anymore, and we need
more space in our RAID setup. Therefore we will replace our 25GB hard disks with 80GB hard disks (in fact we will still use the current hard disks, but use

their full capacity now - in the real life you would replace your old, small hard disks with new, bigger ones).

The procedure is as follows: first we remove/ dev/ sdb and / dev/ sdd from the RAID arrays, replace them with bigger hard disks, put them back into the

RAID arrays, and then we do the same again with/ dev/ sdc and / dev/ sde.
First we mark / dev/ sdb1 asfailed:

nmdadm - - manage /dev/ nd0 --fail /dev/sdbl

server l: ~# ndadm - - nanage /dev/nd0 --fail /dev/sdbl
ndadm set /dev/sdbl faulty in /dev/ndO
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The output of

cat /proc/ndst at

looks now like this:
serverl: ~# cat /proc/ndstat
Personalities : [linear] [nultipath] [raid0] [raidl] [raid5] [raid4] [raid6] [raidl0]
nd0 : active raidl sdcl[0] sdbi[2](F)
24418688 bl ocks [2/1] [U]

mdl : active raidl sdel[0] sddil[1]
24418688 bl ocks [2/2] [UY

unused devi ces: <none>

Then we remove/ dev/ sdbl from the RAID array / dev/ nd0:
mdadm - - manage /dev/ nd0 --renove /dev/sdbl
server 1l: ~# ndadm - - nanage /dev/ nd0 --renove /dev/sdbl
ndadm hot renoved /dev/sdbl
cat /proc/ ndst at
serverl: ~# cat /proc/ ndstat
Personalities : [linear] [nultipath] [raidO] [raidl] [raid5] [raid4] [raid6] [raidl0]

nmd0 : active raidl sdcl[ 0]
24418688 bl ocks [2/1] [U]
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mdl : active raidl sdel[0] sddi[1]
24418688 bl ocks [2/2] [UY

unused devi ces: <none>

Now we do the same with/ dev/ sdd1:
nmdadm - - manage /dev/ndl --fail /dev/sddl
server 1l: ~# ndadm - - nanage /dev/ndl --fail /dev/sddl
ndadm set /dev/sddl faulty in /dev/ndl
cat /proc/ ndst at
serverl: ~# cat /proc/ndstat
Personalities : [linear] [nultipath] [raidO] [raidl] [raid5] [raid4] [raid6] [raidl0]
nd0 : active raidl sdcl[0]

24418688 bl ocks [2/1] [U ]

ndl : active raidl sdel[0] sddi[2](F)
24418688 bl ocks [2/1] [U]
unused devi ces: <none>

nmdadm - - manage /dev/ ndl --renove /dev/sddl

serverl: ~# ndadm - - nanage /dev/ nmdl --renove /dev/sddl
nmdadm hot renoved /dev/sddl
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cat /proc/ st at

serverl: ~# cat /proc/ndstat
Personalities : [linear] [nultipath] [raidO] [raidl] [raid5] [raid4] [raid6] [raidl0]
nd0 : active raidl sdcl[0]

24418688 bl ocks [2/1] [U]

ndl : active raidl sdel[ 0]
24418688 bl ocks [2/1] [U]

unused devi ces: <none>

On areal system you would now shut it down, pull out the 25GB / dev/ sdb and / dev/ sdd and replace them with 80GB ones. As| said before, we don't
have to do this because al hard disks aready have a capacity of 80GB.

Next we must format / dev/ sdb and / dev/ sdd. We must create a/ dev/ sdb1l resp. / dev/ sdd1 partition, typef d (Linux RAID autodetect), size 25GB (the
same settings as on the old hard disks), and a/ dev/ sdb2 resp. / dev/ sdd2 partition, typef d, that cover the rest of the hard disks. As/ dev/ sdb1 and
/ dev/ sdd1 are still present on our hard disks, we only haveto create/ dev/ sdb2 and / dev/ sdd2 in this special example.

fdi sk /dev/sdb

serverl: ~# fdi sk /dev/sdb

The nunber of cylinders for this disk is set to 10443.

There is nothing wong with that, but this is |arger than 1024,
and could in certain setups cause problens wth:

1) software that runs at boot time (e.g., old versions of LILO
2) booting and partitioning software from ot her OSs

(e.g., DOs FDI SK, ©s/2 FDI SK)
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Command (m for hel p):

Di sk /dev/sdb: 85.8 GB, 85899345920 bytes
255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 hytes

Devi ce Boot Start End Bl ocks Id System
/ dev/ sdbl 1 3040 24418768+ fd Linux raid autodetect

Conmmand (m for hel p):
Conmmand acti on
e ext ended
p primary partition (1-4)

Partition number (1-4):

First cylinder (3041-10443, default 3041):

Usi ng default val ue 3041

Last cylinder or +size or +sizeMor +sizeK (3041-10443, default 10443):
Usi ng default val ue 10443

Command (m for hel p):

Partition nunber (1-4):

Hex code (type L to list codes): <-- fd

Changed systemtype of partition 2 to fd (Linux raid autodetect)

Command (m for hel p):
The partition table has been altered!

Calling ioctl() to re-read partition table.

Synci ng di sks.

Do the samefor / dev/ sdd:
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fdi sk /dev/sdd

The output of

fdisk -1

looks now like this:
serverl: ~# fdisk -
Di sk /dev/sda: 21.4 GB, 21474836480 bytes

255 heads, 63 sectors/track, 2610 cylinders
Units = cylinders of 16065 * 512 = 8225280 bytes

Devi ce Boot Start End Bl ocks
/ dev/ sdal * 1 18 144553+
/ dev/ sda2 19 2450 19535040
/ dev/ sda4 2451 2610 1285200

Di sk /dev/sdb: 85.8 GB, 85899345920 bytes
255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 hytes

Devi ce Boot Start End Bl ocks
/ dev/ sdbl 1 3040 24418768+
/ dev/ sdb2 3041 10443 59464597+

Di sk /dev/sdc: 85.8 GB, 85899345920 bytes
255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 bytes

Copyright © 2007 All Rights Reserved.
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Devi ce Boot Start End Bl ocks Id System

/ dev/ sdcl 1 3040 24418768+ fd Linux raid autodetect

Di sk /dev/sdd: 85.8 GB, 85899345920 bytes
255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 hytes

Devi ce Boot Start End Bl ocks Id System
/ dev/ sdd1 1 3040 24418768+ fd Linux raid autodetect
/ dev/ sdd2 3041 10443 59464597+ fd Linux raid autodetect

Di sk /dev/sde: 85.8 GB, 85899345920 bytes
255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 bytes

Devi ce Boot Start End Bl ocks Id System

/ dev/ sdel 1 3040 24418768+ fd Linux raid autodetect

Di sk /dev/sdf: 85.8 GB, 85899345920 bytes
255 heads, 63 sectors/track, 10443 cylinders
Units = cylinders of 16065 * 512 = 8225280 bytes

Devi ce Boot Start End Bl ocks Id System
/ dev/ sdf 1 1 3040 24418768+ 8e Linux LVM

Di sk /dev/ndl: 25.0 GB, 25004736512 bytes
2 heads, 4 sectors/track, 6104672 cylinders
Units = cylinders of 8 * 512 = 4096 bytes

Di sk /dev/ndl doesn't contain a valid partition table

Di sk /dev/nmd0: 25.0 GB, 25004736512 bytes
2 heads, 4 sectors/track, 6104672 cylinders
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Units = cylinders of 8 * 512 = 4096 bytes

Di sk /dev/nd0 doesn't contain a valid partition table

Now we add / dev/ sdb1l to/ dev/ nd0 again and / dev/ sdd1 to/ dev/ nd1:

mdadm - - manage /dev/ nd0 --add /dev/sdbl

server 1l: ~# ndadm - - nanage /dev/ nd0 --add /dev/sdbl

ndadm re-added /dev/sdbl

mdadm - - manage /dev/ ndl --add /dev/sddl

serverl: ~# ndadm - - nanage /dev/ nmdl --add /dev/sddl
ndadm re-added /dev/sddl

http: //mww.howtofor ge.conv

Now the contents of both RAID arrays will be synchronized. We must wait until thisis finished before we can go on. We can check the status of the

synchronization with

cat /proc/ st at

The output looks like this during synchronization:

serverl: ~# cat /proc/ndstat

Personalities : [linear] [nultipath] [raidO] [raidl] [raid5] [raid4] [raid6] [raidl0]

md0 : active raidl sdbl[1] sdcl[O]
24418688 bl ocks [2/1] [U]

=S ] recovery = 9.9% (2423168/24418688) fini sh=2.8mi n speed=127535K/ sec
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ndl : active raidl sddl[1] sdel[O0]
24418688 bl ocks [2/1] [U]
S e ] recovery = 6.4% (1572096/24418688) finish=1.9nm n speed=196512K/ sec

unused devi ces: <none>

and like this when it's finished:
serverl: ~# cat /proc/ndstat
Personalities : [linear] [nultipath] [raidO] [raidl] [raid5] [raid4] [raid6] [raidl0]
nmdO : active raidl sdbl[1] sdcl[O]
24418688 bl ocks [2/2] [UY

mdl : active raidl sddl[1] sdel[O0]
24418688 bl ocks [2/2] [UY

unused devi ces: <none>

Now we do the same process again, thistime replacing / dev/ sdc and / dev/ sde:
mdadm - - manage /dev/ nd0 --fail /dev/sdcl
mdadm - - manage /dev/ nd0 --renove /dev/sdcl
nmdadm - - manage /dev/ ndl --fail /dev/sdel

mdadm - - manage /dev/ ndl --renove /dev/sdel
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fdi sk /dev/sdc

fdi sk /dev/sde

mdadm - - manage /dev/ nd0 --add /dev/sdcl

mdadm - - manage /dev/ ndl --add /dev/sdel

cat /proc/ndst at

Wait until the synchronization has finished.

Next we create the RAID arrays/ dev/ nd2 from/ dev/ sdb2 and/ dev/ sdc2 aswell as/ dev/ md3 from / dev/ sdd2 and / dev/ sde2.

ndadm --create /dev/nd2 --auto=yes -1 1 -n 2 /dev/sdb2 /dev/sdc2

serverl: ~# ndadm --create /dev/nd2 --auto=yes -1 1 -n 2 /dev/sdb2 /dev/sdc2
ndadm array /dev/nd2 started.

mdadm --create /dev/nd3 --auto=yes -1 1 -n 2 /dev/sdd2 /dev/sde2
serverl: ~# ndadm --create /dev/ nd3 --auto=yes -1 1 -n 2 /dev/sdd2 /dev/sde2

ndadm array /dev/nd3 started.

The new RAID arrays must be synchronized before we go on, so you should check

cat /proc/ndstat
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serverl: ~# cat /proc/ ndstat
Personalities : [linear] [nultipath] [raidO] [raidl] [raid5] [raid4] [raid6] [raidl0]
nd3 : active raidl sde2[1] sdd2?2[O0]
59464512 bl ocks [2/2] [UY
> e ] resync = 5.1% (3044224/59464512) fi nish=5.5m n speed=169123K/ sec
nd2 : active raidl sdc2[1] sdb2[0]
59464512 bl ocks [2/2] [UY
................... ] resync = 5.5%(3312512/59464512) fi nish=9.3m n speed=100379K/ sec

nmd0 : active raidl sdcl[0] sdbl[1]
24418688 bl ocks [2/2] [UY

mdl : active raidl sdel[0] sddil[1]
24418688 bl ocks [2/2] [UU

unused devi ces: <none>

After the synchronization has finished, we prepare / dev/ nd2 and / dev/ nd3 for LVM:

pvcreate /dev/ nmd2 /dev/nd3

serverl: ~# pvcreate /dev/nd2 /dev/ nmd3
Physi cal volune "/dev/ nmd2" successfully created
Physi cal volune "/dev/ nmd3" successfully created

and add / dev/ md2 and / dev/ nd3 to our f i | eser ver volume group:

vgextend fil eserver /dev/nd2 /dev/nmd3
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serverl: ~# vgextend fil eserver /dev/nd2 /dev/md3
Vol une group "fileserver" successfully extended

Now let's run our *di spl ay commands:

pvdi spl ay

server 1: ~# pvdi spl ay
--- Physical volune ---

PV Nane / dev/ md0

VG Narre fileserver

PV Si ze 23.29 GB / not usable O

Al l ocat abl e yes (but full)

PE Si ze (KByte) 4096

Total PE 5961

Free PE 0

Al l ocated PE 5961

PV UUI D 7JHUXF- 1R2p- § bJ- X1OT- uaeg- g\WRx- H6zx 3P

--- Physical volunme ---

PV Nane / dev/ md1

VG Nane fileserver

PV Si ze 23.29 GB / not usable 0

Al | ocat abl e yes

PE Size (KByte) 4096

Total PE 5961

Free PE 18

Al | ocat ed PE 5943

PV UUI D PWBAT - R\WK- EebA- 0Z13- d27d- 21 dP- HQT5RW

--- Physical volune ---
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PV Nane / dev/ md2

VG Nane fileserver

PV Size 56.71 GB / not usable O

Al | ocat abl e yes

PE Size (KByte) 4096

Total PE 14517

Free PE 14517

Al |l ocated PE 0

PV UUI D 300kTo- evxm rfnf-90LA-4YQJ- 2LGb- t 4JHnf

--- Physical volune ---

PV Nane / dev/ md3

VG Narre fileserver

PV Si ze 56.71 GB / not usable O

Al l ocat abl e yes

PE Si ze (KByte) 4096

Total PE 14517

Free PE 14517

Al l ocated PE 0

PV UU D LXFSW6- 7LOQX- ZGAU dV95- ] gg- TK44- U5Jg O
vgdi spl ay

server 1: ~# vgdi spl ay
--- Vol une group ---

VG Nane fileserver
System I D

For mat | v

Met adat a Areas 4

Met adat a Sequence No 26

VG Access read/wite
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VG St at us

MAX LV

Cur LV

Open LV

Max PV

Cur PV

Act PV

VG Si ze

PE Si ze

Total PE

Alloc PE/ Size
Free PE / Size
VG UUI D

| vdi spl ay

server 1l: ~# | vdi spl ay
--- Logical volume ---

LV Name

VG Narne

LV UUI D

LV Wite Access
LV Status

# open

LV Size

Current LE
Segnent s

Al | ocation

Read ahead sectors
Bl ock device
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resi zabl e

o

A A O W W

159.98 GB

4.00 MB

40956

11904 / 46.50 GB

29052 / 113.48 GB

dQDEHT- kNHf - Ui Rm r mJ3- QUYx- 9Glt - aVskl 1

/dev/fileserver/share
fileserver

bcn30 - vBp- Wy X- Q F2- xEt z-uz7Z-4DI | YN
read/ wite

avai |l abl e

1

40. 00 GB

10240

2

i nherit

0

253: 0
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--- Logical volunme ---

LV Nane /dev/fileserver/backup
VG Name fileserver

LV UU D vf KVnU- gFXB- C6hE- 1L4g-i | 6U- 78EE- N8Sni 8
LV Wite Access read/ wite

LV Status avai |l abl e

# open 1

LV Size 5.00 &B

Current LE 1280

Segnent s 1

Al | ocation i nherit

Read ahead sectors 0

Bl ock device 253:1

--- Logical volune ---

LV Nane /dev/fileserver/nedia
VG Nane fileserver

LV UU D Hlgagh- wiwH Og0S- cJNQ BgX1-zd M LwWLVZE
LV Wite Access read/ wite

LV Status avai |l abl e

# open 2

LV Size 1.50 GB

Current LE 384

Segnent s 1

Al |l ocation i nherit

Read ahead sectors 0

Bl ock device 253: 2

If your outputs look similar, you have successfully replaced your small hard disks with bigger ones.

Now that we have more disk space (2* 23.29GB + 2 * 56.71GB = 160GB) we could enlarge our logical volumes. Until now you know how to enlarge
ext3 and reiserfs partitions, so let's enlarge our backup logical volume now which uses xfs:
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| vextend -L10G /dev/fil eserver/backup

serverl: ~# | vextend -L10G /dev/fil eserver/backup
Ext endi ng | ogi cal vol unme backup to 10.00 GB
Logi cal volunme backup successfully resized

To enlarge the xfs filesystem, we run
xfs_growfs /dev/fil eserver/backup
serverl: ~# xfs_growfs /dev/fil eserver/backup

nmet a- dat a=/ dev/fil eserver/backup isize=256 agcount =8, agsi ze=163840 bl ks
= sectsz=512 attr=0

dat a = bsi ze=4096 bl ocks=1310720, i maxpct=25
= suni t=0 swi dt h=0 bl ks, unwritten=1
narmi ng =version 2 bsi ze=4096
| og =i nt er nal bsi ze=4096 bl ocks=2560, version=1
= sectsz=512 sunit=0 bl ks
real ti me =none ext sz=65536 bl ocks=0, rtextents=0

dat a bl ocks changed from 1310720 to 2621440

The output of

df -h

should now look like this:

serverl: ~# df -h
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Fil esystem Si ze
/ dev/ sda2 19G
t npfs 78M
udev 10M
t npfs 78M
/ dev/ sdal 137M

/ dev/ mapper/fil eserver-share

40G

Used Avai l

666M
0
116K
0
17M

177M

/ dev/ mapper/fil eserver-backup
10G 272K

/ dev/ mapper/fil eserver-nedi a

1.5G

That'sit! If you've made it until here, you should now be used to LVM and LVM on RAID.

9Links

- Managing Disk Space with LVM: http://www.linuxdevcenter.com/pub/a/linux/2006/04/27/managing-disk-space-with-lvm.html
- A simple introduction to working with LVM: http://www.debian-administration.or g/articles/410
- Debian: http://www.debian.org
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17G
78M
oM
78M
14M

38G

10G

5G

Use% Mount ed on
4% /
0% /lib/init/rw
2% / dev
0% / dev/ shm
13% / boot

1% / var/ share
1% / var / backup

3% /var/ nedi a
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